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Abstract 
 
Data mining plays an important role in a variety of fields including bioinformatics, 

multimedia, business intelligence, marketing, and medical diagnosis. Analysis of 

today’s huge and complex data involves several data mining algorithms including 

clustering and classification. The computational complexity of machine learning and 

data mining algorithms, that are frequently used in today’s applications such as 

embedded systems, makes the design of efficient hardware architectures for these 

algorithms a challenging issue for the development of such systems. In this work, we 

aim to optimize the performance of hardware acceleration for data mining applications 

in terms of speed and area. Most of the previous accelerator architectures proposed in 

the literature have been obtained using ad hoc techniques that do not allow for design 

space exploration, some did not consider the size (number of samples) and 

dimensionality (number of features in each sample) of the datasets. To obtain practical 

architectures that are amenable for hardware implementation, size and dimensionality 

of input datasets are taken into consideration in this work. For one-dimensional data, 

we investigate algorithm-level optimizations to design a fast and area-efficient 

hardware accelerator for clustering one-dimensional datasets using the wellknown K-

Means clustering algorithm. Experimental results show that the optimizations adopted 

in the proposed architecture result in faster convergence of the algorithm using less 

hardware resources while maintaining the quality of clustering results. The computation 

of similarity distance matrices is one of the computational kernels that are generally 

required by several machine learning and data mining algorithms to measure the 

degree of similarity between data samples. For these algorithms, distance calculation 

is considered a computationally intensive task that accounts for a significant portion of 

the processing time. We present a systematic methodology for exploring the design 

space of 2-D and 1- D processor array architectures for similarity distance computation 

involved in processing datasets of different sizes and dimensions. Six 2-D and six 1-D 

processor array architectures are developed systematically using linear scheduling and 

projection operations. The obtained architectures are classified based on the size and 



dimensionality of input datasets, analyzed in terms of speed and area, and compared 

with previous architectures in the literature. Motivated by the necessity to 

accommodate large-scale and high-dimensional data, we finally introduce nonlinear 

scheduling and projection operations to design a scalable processor array architecture 

for the computation of similarity distance matrices. Implementation results of the 

proposed architecture show improved compromise between area and speed. 

Moreover, it scales better for large and high-dimensional datasets since the 

architecture is fully parameterized and only has to deal with one data dimension in 

each time step. 


